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Exercise 1 (Histogram)

In class, you have learned the histogram algorithm (which uses atomic operations).

a) What is the worst-case input? (in the sense that the GPU algorithm will take the longest time)
Why?

b) What is the best-case input? Why?

c) In the best-case input, what is the probability that any two threads access the same memory
location? Consider 1024 bins and 32 threads operating in one warp. It could help to think of the
reverse problem of no collision.

Exercise 2 (CUDA: Prefix Sum / Scan)

Start from the framework prefixSum. There you should implement two prefix sum algorithms. To
overcome the limitations when using shared memory and working with __syncthreads(), we use a
hierarchical approach where the prefix sum is calculated block-wise and then hierarchically merged
(see lecture p.19). To make this work, you additionally have to store the overall sum of each block at
the correct position in the given blockSums array. If this is confusing at first, ignore the blockSums
variable and only test your code with array sizes n ≤ blockSize before extending it to the hierarchical
version.

a) Implement the Hillis-Steele algorithm as given on p. 10 of the lecture slides.

b) Implement the Blelloch algorithm as given on p. 15–16 of the lecture slides. However, please note
that you should convert the result to an inclusive scan before writing the final output so we can
compare the results.

c) Compare the run times of the algorithms with different array sizes n and different blockSize

values. Plot your results and name the GPU you used. What do you observe? What would you
expect? How do you explain it? Also consider the timimg of the ‘Kernel-Calls only‘ timings for
your plot and analysis.

Please note: Use as few __syncthreads() commands as necessary. Furthermore, for this implemen-
tation, blockSize must be a power of two.
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